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Abstract. This contribution presents algorithms, methods, and soft-
ware for a Grid resource manager, responsible for resource brokering
and scheduling in early production Grids. The broker selects comput-
ing resources based on actual job requirements and a number of criteria
identifying the available resources, with the aim to minimize the total
time to delivery for the individual application. The total time to de-
livery includes the time for program execution, batch queue waiting,
input/output data transfer, and executable staging. Main features of the
resource manager include advance reservations, resource selection based
on computer benchmark results and network performance predictions,
and a basic adaptation facility.
Keywords: Resource broker, scheduling, production Grid, benchmark-
based resource selection, advance reservations, adaptation, Globus toolkit.

1 Introduction

The task of a Grid resource broker and scheduler is to dynamically identify and
characterize the available resources, and to select and allocate the most appropri-
ate resources for a given job. The resources are typically heterogeneous, locally
administered, and accessible under different local access policies. The broker
operates without global control, and its decisions are entirely based on the in-
formation provided by individual resources and information services with aggre-
gated resource information. In addition to information about what resources are
available, each resource may provide static information about architecture type,
memory configuration, CPU clock frequency, operating system, local scheduling
system, various policy issues, etc, and dynamic information such as current load
and batch queue status. For more information on typical requirements for a good
resource broker, see [3].

A reservation capability is vital for enabling co-allocation of resources in
highly utilized Grids. This feature also provides a guaranteed alternative to
predicting batch queue waiting times. For general discussions about resource
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reservations (and co-allocations), see, e.g., [5, 8]. A reservation feature naturally
depends on the reservation support provided by local schedulers [12] and the use
of advance reservations also have implications on the utilization of each local
resource [21].

The performance differences between Grid resources and the fact that their
relative performance characteristics may vary for different types of applications
makes resource selection difficult, see, e.g., [9, 16, 19, 20]. Our approach to handle
this is to use a benchmark-based procedure for resource selection. Based on the
user’s identification of relevant benchmarks and an estimated execution time on
some specified resource, the broker estimates the execution time for all resources
of interest. This requires that a relevant set of benchmark results are available
from the resources’ information systems.

As most Grid resources still are available without performance and queue
time guarantees, the adaptation feature provided by our resource broker is useful.
It allows a user to request that the broker after an initial job submission strives
to re-direct the job to another resource, likely to give a shorter total time to
delivery.

A resource broker and scheduler is fundamental in any large-scale Grid-
environment for scientific applications. Our software is mainly targeted for the
NorduGrid and SweGrid infrastructures. These are both Globus-based produc-
tion environments for 24 hour per day Grid usage.

The outline of the paper is as follows. Section 2 gives a brief introduction to
the NorduGrid software and the general resource brokering problem. The main
algorithms and techniques of our resource broker are presented in Section 3,
including, e.g., support for making advance resource reservations and to select
resources based on estimates of the total time to delivery. The latter feature
builds on benchmark-based execution time estimates and network performance
predictions. Minor extensions to the NorduGrid user interface are presented in
Section 4. Sections 5 and 6 present some concluding remarks and acknowledg-
ments, respectively, followed by a list of references.

2 Background and Motivation

Our development of resource brokering algorithms and prototype implementa-
tions are mainly focused on the infrastructure and usage scenarios typical for
NorduGrid [13] and SweGrid [23]. The main Grid middleware used is the Nor-
duGrid software [6]. The Grid resources are typically Linux-based clusters (so, in
the rest of this paper, the word cluster is often used instead of the more general
term Grid resource). NorduGrid includes over 40 clusters of varying size, most
of them located in the Nordic countries. SweGrid currently includes six clusters,
each with 100 Pentium 4 processors.

2.1 The NorduGrid software

The NorduGrid middleware is based on standard protocols and software such as
OpenLdap [14], OpenSSL [15] and Globus Toolkit version 2 [7, 10]. The latter is
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not used in full, as some Globus components such as the GRAM (with the gate-
keeper and jobmanager components) are replaced by custom made components
[6].

NorduGrid makes use of the Grid Security Infrastructure (GSI) in Globus
Toolkit 2. GSI specifies a public key infrastructure, and SSL (TLS) for authenti-
cated and private communication. GSI also specifies short-term user-proxy cer-
tificates, signed by either the user or by another proxy. The proxy allows the user
to access various remote resources without (re)typing passwords and to delegate
authority. An extension of a subset of the Globus resource specification language
(RSL) [17] is used to specify resource requirements and necessary job execution
information.

The NorduGrid user interface consists of command line tools for managing
jobs. Users can submit jobs, monitor the execution of their jobs and cancel jobs.
The resource broker is part of the the job submission tool, ngsub. Other tools
allows, e.g., the user to retrieve output from jobs, get a peak preview of job
output and remove job output files from a remote resource. Communication
with remote resources is handled by a simple GridFTP client module.

Each Grid resource runs one instance of the NorduGrid GridFTP server.
When submitting a job, the user invokes the broker which uploads an RSL job
submission request to the GridFTP server. The GridFTP server specifies plugins
for custom handling of FTP protocol messages. NorduGrid makes use of these
for Grid access to the local file systems of the resources, to manage Grid access
control lists, and most important, for Grid job management.

Each resource also runs a Grid manager that manages the Grid jobs through
the various phases of their execution. The Grid manager periodically searches for
recently submitted jobs. For each new job, the RSL job description is analyzed,
and any required input files are staged to the resource using GridFTP. The job
description is translated into the language of the local scheduler, and the job is
submitted to the batch system. Upon job completion, the Grid manager stages
the output files to the locations specified in the job description.

2.2 The resource brokering problem

In general, we can identify two major classes of Grid resource brokers, namely
centralized and distributed brokers. A centralized broker manages and schedules
all jobs submitted to the Grid, while a distributed broker typically handles jobs
submitted by a single user only. Centralized brokers are, at least in theory,
able to produce optimal schedules as they have full knowledge of the jobs and
resources, but such a broker can easily become a performance bottleneck and a
single point of failure. Moreover, they turn a Grid environment more into a single
virtual computer than into a dynamic infrastructure for flexible resource sharing.
A distributed broker architecture, on the other hand, scales well and makes the
Grid more fault-tolerant, but the partial information available to each instance of
the broker complicates the scheduling decisions. A hybrid type is the hierarchical
broker architecture, in which distributed brokers are scheduled by centralized
brokers, attempting to combine the best of two worlds. Grid systems utilizing a
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centralized broker include, e.g., EDG [18] and Condor [11]. Distributed brokers
are implemented by, e.g., AppLeS [2] and NetSolve [4]. For further discussions
on a similar classification of brokers, see, e.g., [1].

In the following we focus on algorithms and software for a distributed resource
broker. Such a broker typically seeks to fulfill the user’s resource requests by
selecting the resources that best suit the user’s application. Selecting the most
suitable resources often means identifying the resources that provide the shortest
Total Time to Delivery (TTD) for the job. TTD is the total time from the user’s
job submission to the time when the output files are stored where requested.
This includes the time required for transferring input files and executable to the
resource, the waiting time, e.g., in a batch queue, the actual execution time, and
the time to transfer the output files to the requested location(s).

In order to manage this task, the broker needs to identify what resources are
available to the user, to characterize the resources, to estimate all parts of the
TTD, etc. Other requests the user may put on the broker is to make advance
resource reservations, e.g., at a specific time, or to not only submit the job but
also to adapt to possible changes in resource load and possibly perform job
migration.

3 Resource Brokering Algorithms

Our main brokering algorithm performs a series of tasks, e.g., it processes the
RSL specifications of job requests, identifies and characterizes the resources avail-
able, estimates the total time to delivery for each resource of interest, makes
advance reservation of resources, performs the actual job submission. Figure 1
presents a high-level outline of the algorithm.

Input: RSL-specification(s) of one or more job requests.
Action: Select and submit jobs to the most appropriate resources.
Output: none.

1. Process RSL specification and create a list of all individual job requests.
2. Contact GIIS server(s) to obtain a list of available clusters.
3. Contact each resource’s GRIS for static and dynamic resource information (hard-

ware and software characteristics, current queue and load, etc).
4. For each job:

(a) Select the cluster to which the job will be submitted:
i. Filter out clusters that do not fulfill the requirements on memory, disk

space, architecture etc, and clusters that the user is not authorized to use.
ii. Estimate TTD for each remaining resource (see Section 3.2).

If requested, resource reservation is performed during this process.
iii. Select the cluster with the shortest predicted TTD.

(b) Submit the job to the selected resource.
(c) Release any reservations made to non-selected clusters.

Fig. 1. Brokering algorithm overview.
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The input RSL specification(s) contains one or more job requests including
information about the job to run (e.g., executable, input/output files, argu-
ments), actual job requirements (e.g., amount of memory needed, architecture
requirement, computer time required, requests for advance reservations), and op-
tionally, job characteristics that can be used to make improved resource selection
(e.g., listing of benchmarks with relevant performance characteristics).

In Step 1, the user’s request is processed and separated into individual jobs.
In Step 2, the broker identifies what resources that are available by contacting
one or more Grid Index Information Services. The specific characteristics of the
resources found are identified in Step 3, by contacting the Grid Resource In-
formation Service on each individual resource. The actual brokering process is
mainly performed in Step 4, where resources are evaluated, selected, and option-
ally reserved in advance for each job. Finally, the jobs are actually submitted
and any non-utilized reservations are released. In the following presentation, we
focus on the more intricate issues of performing advance reservations and on how
to determine an estimate (prediction) of the total time to delivery.

Notably, this algorithm does not reorder the individual job requests (when
multiple jobs are submitted in a single invocation). This can possibly be done
in order to reduce the average batch queue waiting time, at least by submitting
shorter jobs before longer ones given that they require the same number of CPUs.
In the general case, factors such as local scheduling algorithms and competing
Grid brokers make the advantage of job reordering less obvious.

3.1 Advance resource reservations

The advanced reservation feature makes it possible to obtain a guaranteed start
time in advance. A guaranteed start time brings two advantages. It makes it
possible to coordinate the job with other activities, and resource selection can
be improved as the resource comparison is based on a guaranteed start time
rather than on an estimate.

The reservation protocol developed supports two operations: requesting a
reservation and releasing a reservation. A reservation request contains the start
time and the requested length of the reservation, the requested number of CPUs,
and optionally, an account to be charged for the job. Upon receiving a reservation
request from the broker, the GridFTP server adds the user’s local identity to the
request, information unknown to the broker but required by the local scheduler.
Then, the GridFTP server invokes a script to request a reservation from the local
scheduler. If the scheduler accepts the request and creates the reservation, the
GridFTP server sends a unique identifier and the start time of the reservation
to the broker. If no reservation could be created, a message indicating failure is
returned to the broker. The GridFTP server saves the reservation identifier and
a copy of the user’s proxy for every successful reservation, enabling subsequent
identification of the user who made the reservation.

For releasing a reservation, the broker uploads a release message containing
the reservation identifier and the GridFTP server confirms that the reservation
is released.
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Job submission with a reservation. Upon a successful reservation, the bro-
ker adds the received reservation identifier to the RSL job description before
submitting the job to the resource.

Before the job is submitted to the local scheduler, the Grid manager analyzes
the job description and detects the reservation identifier. The Grid manager
inspects the saved proxy files and their associated reservation identifiers to ensure
that the reservation exists. Furthermore, the Grid manager compares the proxy
used to submit the job with the one used to make the reservation, ensuring that
no user can submit jobs to another user’s reservation by spoofing the reservation
id. The job is not submitted to the local scheduler unless the specified reservation
exists and was created by the user submitting the Grid job.

When the job finishes executing on the resource, the Grid manager may
remove the reservation, allowing the user to run only the requested job. Alter-
natively, resources may allow the user to submit more jobs to the reservation
once the first has finished. The configuration of the Grid manager determines
the policy to be used.

The advance resource reservation feature requires a reservation capability in
the local scheduler. The current implementation supports the Maui scheduler
[22], although any local scheduler may be used. Support for other schedulers can
easily be added by adapting the scripts interacting with the local scheduler (see,
e.g., [12]).

3.2 Estimating the Total Time to Delivery

The estimation of the total time to delivery (TTD), from the user’s job submis-
sion to the final delivery of output files to requested storage requires that the
time to perform the following operations is estimated:

1. Stage in: transfer of input files and executable to the resource,
2. Waiting, e.g., waiting in batch queue and for operation 1 to complete,
3. Execution, and,
4. Stage out: transfer of output files to requested location.

Notably, the waiting time is here defined as the maximum of the time for stage
in and all other waiting times before the job actually can start to execute. The
estimated TTD is given as the sum of estimated times for operations 2, 3, and 4.
Sometimes, the time for stage out cannot be estimated, due to lack of information
about output file sizes. In these cases that part is simply omitted from the TTD
used for comparisons. Below, we summarize how we make these estimates.

Benchmark-based time predictions. The execution time estimate needs to
be based both on the performance of the resource and the characteristics of
the applications. This issue is made slightly more intricate by the fact that the
relative performance difference between different computing resources typically
varies with the character of the application. In order to circumvent this prob-
lem, we give the user the opportunity to specify one or more benchmarks with
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performance characteristics similar to those of the application. This information
is given together with an execution time estimate on a resource with a specified
benchmark result. Based on this information and benchmark results for each
individual resource, we make execution time estimates for all resources of inter-
est. In doing this, we assume linear scaling of the application in relation to the
benchmark, i.e., a resource with a benchmark result a factor k better is assumed
to execute the application a factor k faster.

We remark that a good execution time estimate serves two purposes. First,
a sufficient but short estimated execution time may lead to an earlier job start,
due to standard batch system scheduling algorithms. Second, a good estimate is
more likely not to be too short, and hence reduces the risk for job preemption
by the local scheduler.

The user can specify k benchmarks as triples {bi, ri, ti}, i = 1, . . . , k, where
bi is the benchmark name, ri is the benchmark result on a system where the
application requires the time ti. The broker matches these specifications with the
benchmark results provided by each cluster. For each requested benchmark that
is available at the resource, an execution time for the application is predicted.

If the cluster does not provide a result for a requested benchmark, the cor-
responding time estimate is taken to be a penalty factor c times the longest
execution time estimated from other benchmarks for that cluster. The penalty
factor can be configured by the user. As a default value, c = 1.25 is used.

When comparing the performance of different clusters during the resource
selection procedure, one part of the TTD estimate for each resource is given
from this procedure. The value used is the average execution time estimate of
the k estimates obtained from different benchmarks. At job submission, after the
selection procedure, an execution time must be included in the request sent to
the resource. In order to reduce the risk for scheduler preemption, this execution
time is chosen as the maximum of the k estimates calculated.

Network performance predictions. The time estimation for the stage in
and stage out procedures are based on the actual (known) sizes of input files
and the executable file, user-provided estimates for the sizes of the output files,
and network bandwidth predictions.

The network bandwidth predictions are performed using the Network Weather
Service (NWS) [24]. NWS combines periodic bandwidth measurements with sta-
tistical methods to make short-term predictions about the available bandwidth.

3.3 Job queue adaptation

Information gathered about the state of a Grid is necessarily old. Network load
and batch queue sizes may change rapidly, new resources may appear and others
become unavailable. The load predictions used by the broker as a basis for re-
source selection will become out-of-date. Nevertheless, more recent information
will always be available as Grid resources periodically advertise their state. With
this in mind, the broker can keep searching for better resources once the initial
job submission is done. If a new resource that is likely to result in a earlier job
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completion time is found (taking into account all components of TTD, including
file restaging), the broker migrates the job to the new resource. This procedure
is repeated until the job starts to execute on the currently selected resource.

4 User Interface Extensions

We have extended the standard NorduGrid user interface with some new options
and added some new attributes to the NorduGrid RSL, making the new features
available to users.

Benchmarks and advance resource reservations. In order to make use of
the feature of benchmark-based execution time prediction, the user must pro-
vide relevant benchmark information as described by the following example.
Assume that the user knows that the performance of the application my app is
well characterized by the NAS benchmarks LU, BT and CG. For each of these
benchmarks, the user needs to specify a benchmark result and an expected ex-
ecution time on a system corresponding to that benchmark result. Notably, the
expected execution time must be given for each benchmark, as the benchmark
results may be from different reference computers. This is specified using the
new RSL attribute benchmarks.

Figure 2 illustrates how the user specifies that the application requires 65
minutes on a cluster where the results for the NAS LU and BT benchmarks class
C are 250 and 200, respectively. The estimated execution time is 50 minutes on
an (apparently different) cluster where the CG benchmark result is 90.

&(executable = my_app)(stdin = my_app.in)(stdout = my_app.out)

(benchmarks = (nas-lu-c 250:65)(nas-bt-c 200:65)(nas-cg-c 90:50))

Fig. 2. Sample RSL request including benchmark-based execution time predictions.

Network transfers. In the example in Figure 3, the job involves transfer of
large input and output files. The broker will determine the actual sizes of the
input files when estimating the transfer time for these. The new, optional, RSL
attribute outputfilessizes allows the user to provide an estimate of the size of
the job output. As shown in the figure, the user need not include all output files
in the outputfilessizes relation. Estimated file sizes can specified in bytes or
with any of the suffixes kB, MB or GB. The NorduGrid middleware uses the
inputfiles and outputfiles attributes as a replacement for file stage in
and file stage out from the RSL specification.

Command line options. In addition to the RSL extension, the broker supports
some new command line options. The option -A is used to request the broker to
perform queue adaptation. The reservation feature is invoked using the option
-R. The option -S is used to build a pipeline between jobs, so that output from
one job is used as input to the next.



Grid Resource Brokering 9

&(executable = my_program)(arguments = params input)(stdout = logfile)

(inputfiles = (params gsiftp://host1/file1)

(input http://host2/file2))

(outputfiles = (results gsiftp://host3/my_program.results)

(data gsiftp://host3/my_program.data)

(logfile gsiftp://host4/my_program.log))

(outputfilessizes = (results 230MB)

(data 5GB))

Fig. 3. Sample RSL request with specifications required to estimate file transfer times.

5 Concluding Remarks

The resource broker presented is developed with focus on the NorduGrid soft-
ware and the NorduGrid and SweGrid production environments. It includes
support for making advance resource reservations and selects resources based
on benchmark-based execution time estimates and network performance predic-
tions. The broker is a built-in component of the user’s submission software, and
is hence a user-owned broker acting with no need for global control, entirely
basing its decisions on the dynamic information provided by the resources.
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